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ABSTRACT 
Many scientific disciplines that make extensive use of spatial data, 
like weather, urban planning and smart cities, deal with Big Spatial 
Data because, among other things, they make use of data arriving 
at high speeds and in large volumes. To make sense out of these 
data, scientists need to begin the knowledge discovery process with 
exploratory spatial data analysis, in which they issue spatial queries 
against their data in order to discover patterns of interest. However, 
in such dynamic environments, there might be no a priori 
knowledge about the nature of the query workloads, and there 
might not be enough time to build a spatial index that can reduce 
the query execution times. To deal with these two problems, we 
propose two novel spatial database cracking techniques for 
quadtrees, FastDynQuadtree and DynQuadtree, which are the first 
incremental and query-driven algorithms for cracking quadtrees. 
When comparing these algorithms versus existing non-cracking 
spatial indexes on real-world data, our experiments showed that 
these algorithms can reduce the query response time of the first 
query in a sequence by 67% and reduce the total cumulative query 
execution time of the first 200 queries by 17%. 
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• Information systems → Data structures; Multidimensional 
search. 
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1. INTRODUCTION 
With the rapid and ever-increasing proliferation of remote 

sensing technologies [1] and location-based sensors such as GPS-
equipped smartphones, there has been a concomitant increase in the 
number of applications of the spatial data derived from these 
sensors: weather prediction using data from geostationary satellites, 
automatic taxi sharing systems based on data from GPS-equipped 
cellphones, and urban planning [2], the study of the human brain 
[3], etc. All of these applications have at least one challenge in 

common: they involve studying large volumes of spatial data, and 
it is for this reason, among others, that they are Big Spatial Data 
applications. 

Given this trend for ever-increasing data sizes in Big Spatial 
Data, there is a need for specialized spatial cloud systems [4] [5] 
[6] [7] that can handle the large volume of data available to modern 
spatial applications. One way in which these systems deal with the 
large volume of spatial data is by providing spatial indexes, which 
are data structures that can help avoid exhaustively searching the 
large dataset by focusing on only a strict subset of the data that is 
more likely to form part of the result set, while ignoring the rest.  

One problem with this approach for dealing with the large 
volume of Big Spatial Data is that it forces researchers to wait until 
after a spatial index has been built on the dataset in order to issue 
the first spatial query. This is problematic because the construction 
of Big Spatial Indexes can take a very long time. Moreover, 
individuals interested in extracting information from only a small 
spatial region of a big spatial dataset are forced by this approach to 
wait until the entire dataset has been indexed, thereby wasting time 
indexing data that is ultimately not needed. 

A problem similar to the one just described was tackled by 
works devoted to database cracking [8] [9] [10] [11] [12] [13] [14]. 
Database cracking is an adaptive indexing approach that 
progressively builds an index while simultaneously processing 
queries; this approach works by devoting part of the processing 
time of each query to doing a partial physical reorganization of the 
database table contents, so that future queries can benefit from the 
reorganizations introduced by the past queries [3]. Therefore, 
database cracking performs a trade-off between the current query’s 
execution time and that of future queries. Database cracking is 
adaptive because these table reorganizations are guided by the 
distribution of the queries. However, none of the database cracking 
works cited before focuses on spatial data. Furthermore, those 
existing non-spatial database cracking approaches do not 
generalize in a straightforward manner to the case of two-
dimensional spatial data. This is because both the table 
reorganization strategies and the indexes used by the existing 
database cracking algorithms, such as AVL, red-black or ART trees 
[15], do not take into account spatial locality.  

Spatial database cracking has several challenges, among which 
we find the following: (1) Spatial database cracking algorithms 
must exploit the spatial locality of the queries. This is because the 
queries issued by individuals when exploring a spatial dataset are 
not entirely random. Rather, spatial queries are very likely to have 
a strong spatial correlation with the preceding queries, meaning that 
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they are likely to be located in the vicinity of previous queries; (2) 
Spatial database cracking algorithms must exploit the spatial 
locality of the data because often in real-world datasets, objects are 
not randomly distributed in space; (3) There is not enough idle time 
before the first query to build an index. Consequently, the query 
response time of the first query must not be overly long; otherwise, 
an expensive non-cracking approach that waits until the 
construction of a large index is complete before query processing 
would be preferable over database cracking; (4) Spatial database 
cracking algorithms should converge to an optimal configuration of 
a well-known spatial index, like a quadtree [16], an R-tree [17], a 
k-d tree [16], etc. This means that as the number of queries 
processed grows to infinity, the cracking index should become 
increasingly more similar to a static spatial index. This property 
turns cracking into an amortized construction of well-known spatial 
indexes; therefore, the desirable properties of the latter transfer over 
to cracking indexes; and (5) When the number of random uniform 
queries tends to infinity, the final index configuration should be 
independent of the sequence of queries; otherwise, a small initial 
sub-sequence of severely skewed spatial queries could adversely 
impact the structure of the cracking index, thereby negatively 
affecting the performance of future queries. 

To the extent of our knowledge, and despite the benefits that 
database cracking techniques have shown in previous non-spatial 
research, the work by Holanda et al. [18], which introduces the 
Cracking KD-tree, is the only one that focuses on spatial cracking 
[16]. Nonetheless, its ideas are explicitly tailored to k-d trees [16] 
and do not extend to other indexes, such as quadtrees [19] [20], 
which are also one of the most widely used spatial indexes [4] [5] 
[6]. Moreover, although the Cracking KD-tree, like k-d trees, can 
work in spaces with more than two dimensions, and addresses only 
the first four of the five challenges that we have discussed, its final 
index configuration is dependent on the sequence of queries issued. 
In this paper, we address these gaps by proposing the first two 
spatial cracking algorithms for quadtrees, DynQuadtree and 
FastDynQuadtree, which address all the five challenges. The 
difference between these two algorithms lies in how they handle 
the trade-off between the current query’s execution time and those 
of future queries.  

The contributions of this paper are the following: (1) it proposes 
two algorithms for spatial database cracking which, in addition to 
satisfying the challenges described before, are also the first 
algorithms for spatial database cracking for quadtrees; (2) it 
introduces a novel algorithm to generate spatial workloads to 
simulate how researchers interact with spatial datasets; and (3) it 
presents and discusses the results of an extensive experimental 
study that compares the proposed spatial database cracking 
techniques against competing non-adaptive quadtree indexing 
using both real-world and synthetic spatial datasets. 

The remainder of this paper is organized as follows. Section 2 
contains background material and related work. Section 3 describes 
the two proposed cracking algorithms for quadtrees, DynQuadtree 
and FastDynQuadtree. Section 4 presents an experimental 
comparison between the two proposed spatial database cracking 
techniques and existing non-cracking spatial indexing approaches 

using both real-world and synthetic datasets. Finally, Section 5 
closes with conclusions and future work. 

2. BACKGROUND AND RELATED WORK 
In this section, we provide the background material necessary 

to follow this paper’s presentation on spatial database cracking and 
discuss related work. 

Database cracking. Database cracking [6] is an adaptive 
indexing technique developed for column stores [3]. Each table in 
a column store consists of two attributes: an identifier oid and a 
second attribute attr [3]. Database cracking is adaptive because the 
distribution of the queries guides the indexing process in such a 
way that those portions of a table that are queried the most are 
reorganized most often. We use the example given in Figure 1 to 
illustrate how non-spatial cracking works when given the two 
queries 1 and 2 of the type select R.A from R where R.A 
between a and b. In this figure, cracking is done on the table 
shown in green in the left part of the figure; this table has an implicit 
attribute oid that is the offset from the top of the column of each 
element in A, and an attribute A, which is called the cracker 
column. As soon as Query 1 arrives searching for all elements in 
the column with values between 12 and 20, a copy of A is made. 
Then, this copy is partitioned into three pieces: the piece consisting 
of all those elements in the cracker column less than 12, the piece 
whose elements are between 12 and 20 (including both ends) and 
the piece containing those elements of the column with values 
greater than 20. After this, the starting offsets of these pieces within 
the partially sorted cracker column are inserted into a cracker 
index, which is a single-dimensional index like an AVL, a red-black 
or an ART tree. Once this is done, Query 1 returns the elements 
contained in the middle piece. When Query 2 arrives requesting for 
all elements less than 5, the cracker index is used to locate the piece 
that contains them, which is the first green piece in the middle 
column. This first green piece is partitioned into two pieces, those 
elements less than 5 (the top piece in the right column, shown in 
magenta) and those greater than or equal to 5 but less than 12 (the 
second piece in the right column, shown in cyan). After this, the 
algorithm adds the partition point to the cracker index and then 
returns the elements in the first magenta portion. Proceeding in this 

 
Figure 1. Example of non-spatial database cracking 
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manner, cracking incrementally builds an index for column A while 
simultaneously avoiding exhaustive search when answering 
queries. 

There is a large number of works on adaptive indexing, i.e., 
techniques that can adapt to the changing distribution of the 
workloads. Among these techniques is database cracking [11] [21] 
[22] [23] [24], which works by incrementally building an index 
while simultaneously processing queries. Several variants have 
been proposed to address a number of issues associated with 
standard database cracking, for example, to address convergence in 
non-uniformly random workloads [10], to address the problem of 
inefficient tuple reconstruction in database cracking [14], to 
improve the speed of the convergence of Standard Crack [13] [25], 
and to address all of these issues simultaneously [26]. There are 
other adaptive non-spatial indexing techniques that actively seek to 
predict the probability distribution of future workloads and adapt 
the physical design of the database accordingly [27]. As mentioned, 
none of these techniques is designed to take advantage of the spatial 
correlations of either the data or the query windows. 

Spatial indexes. The literature on spatial indexes and spatial 
query processing is vast [7] [28] as it includes, among many others, 
works focused on quadtrees [16] [19] [20], R-trees [17] , k-d trees 
[16], grid indexes and their many derivatives. However, to the 
extent of our knowledge, none proposes cracking algorithms for 
quadtrees. 

3. SPATIAL DATABASE CRACKING 
In this section, we describe the two proposed algorithms for 

spatial cracking on quadtrees: DynQuadtree and FastDynQuadtree. 
The key difference between them lies in how they handle the trade-
off between the current query’s execution time and that of future 
queries. More specifically, when processing a spatial query, 
DynQuadtree devotes more time and effort to physically reorganize 
the data than FastDynQuadtree. 

3.1 Overview 
In this work, we propose DynQuadtree, which is the first spatial 

cracking algorithm for quadtrees and whose pseudo-code is shown 
in Figure 2. DynQuadtree works by incrementally constructing an 
MX-CIF quadtree [29] [30] while simultaneously processing 
spatial queries. This quadtree construction is local; as a 
consequence of this strategy, DynQuadtrees sacrifice the current 
query’s response time for the sake of speeding up the response 
times of future queries. Such incremental construction of a quadtree 
is query-driven, meaning that the spatial location of the queries 
informs the algorithm which regions of the index need to be 
reorganized in order to speed up future queries located in those 
regions. Because of this, spatial locations where queries 
concentrate more will have greater pruning power. 

Each node in a DynQuadtree contains a set of unindexed objects 
and a set of indexed objects. A DynQuadtree initially consists of a 
single root node whose set S of unindexed objects is the set of all 
spatial objects in the dataset. As soon as the first query arrives, the 
algorithm iterates over every object o in S, and if o’s Minimum 
Bounding Rectangle (MBR) is entirely contained in one of the four 

sub-quadrants of the root, it adds o to the unindexed objects set 
belonging to the children sub-quadrant that contains o’s MBR. 
Otherwise, if the MBR of o is not contained in any of the children 
sub-quadrants, then o is added to the root’s set of indexed objects. 
This process of distributing objects among the children sub-
quadrants of a DynQuadtree node is called object adjudication. 

Procedure Spatial-Crack (Node n, Window query, Set result) 
Retrieves a candidate set result containing the objects in the 
node n whose spatial extents intersect with the window query 
and cracks n using query 

1. if query intersects n.getMBR() then return end if 
2. if n.level ≠ 0 and not n.isCracked then 
3.     Adjudicate-Unindexed-Objects(n) 
4.     n.isCracked ← true 
5. end if 
6. result ← result ∪ n.indexedObjects 
7. if n.level = 0 then return end if 
8. for i in [1, 2, 3, 4] do 
9.     if n.children[i] is not null then  

10.         Spatial-Crack(n.children[i], query, result) 
11.     end if 
12. end for 

 
 

Procedure Adjudicate-Unindexed-Objects (Node n) 
Assigns all unindexed objects that are provisionally assigned to 
node n to either one of the four children of n or to n’s own 
indexed objects list 

1. for each object o in n.unindexedObjects do 
2.     env ← o.getMBR() 

3.     // Finds the sub-quadrant of n whose MBR wholly  
    // contains env 

4.     quadrant ← containingSubQuadrant(n, env) 
5.     if quadrant is not null then 

6.         // Allocate a new node c (a child node of n)  
        // corresponding to quadrant, if needed 

7.         c ← getNode(quadrant) 
8.         c.unindexedObjects ← c.unindexedObjects ∪	{o}                
9.     else 

10.         // env is not entirely contained in any sub-quadrant  
        // of n, so it is added to n’s own indexed objects 

11.         n.indexedObjects ← n.indexedObjects ∪	{o} 
12.     end if 
13. end for 
14. n.unindexedObjects ← ∅ 

 
 

Procedure Process-Queries (Set objects, List queries) 
Builds a new DynQuadtree from the set objects and for each query 
it finds all elements in objects whose extents are contained in query 

1. I ← new DynQuadtree() 
2. I.unindexedObjects ← objects 
3. for each query in queries do 
4.     result ← I.Spatial-Crack(query) 
5. end for 

 

Figure 2. Pseudo-code of the DynQuadtree Algorithm 
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After adjudicating the objects in the root node, the algorithm 
iterates over all the objects in the root’s indexed objects set 
checking if each object intersects with the window query. If it does, 
then that object is added to the candidate result set. Once this is 
done, the process just described is recursively repeated for each 
root sub-quadrant whose spatial extent intersects with the query 
until the bottom level of the quadtree is reached. 

The key advantage of object adjudication is that after the first 
query has been processed, it may not be necessary to scan the 
complete data set again; instead, it is likely that future queries will 
intersect only one of the four children sub-quadrants of the root and 
therefore, future queries could discard or prune away 75% of the 
data (assuming a uniform random distribution of the data) just by 
comparing the query window against the root node. Once the query 
has finished executing, and assuming a uniform random 
distribution of the data, the pruning factor will be greater than 75% 
because the quadtree has more descendant nodes that help further 
prune elements. 

3.2 DynQuadtree 
The pseudo-code of DynQuadtree is presented in Figure 2. The 

Process-Queries procedure receives as inputs a set objects of spatial 
elements to index and a list named queries containing the window 
queries that must be processed. This procedure will compute for 
each query q in queries the set of elements in objects whose spatial 
extents intersect with q. To accomplish this, it first allocates a new 
DynQuadtree (Line 1 of Process-Queries) and then stores the 
spatial objects in the index’s unindexedObjects list (Line 2). This 
list is one of two lists that belong to each node in a DynQuadtree: 
the unindexedObjects and the indexedObjects. Initially, a 
DynQuadtree stores all objects in its unindexedObjects list, and as 
spatial cracking proceeds, more and more objects are transferred 
from the unindexedObjects list to indexedObjects. Once a spatial 
object is placed in some node’s indexedObjects list, it will remain 
there throughout the lifetime of the DynQuadtree. Lines 3–5 
process queries one at a time using a DynQuadtree by calling this 
index’s Spatial-Crack algorithm. 

The Spatial-Crack algorithm receives as inputs a DynQuadtree 
node n and a query window and returns the set result of objects in 
the node n such that their spatial extents intersect with the query. 

This algorithm first checks if the query window intersects with the 
spatial extent of the node n and if it does not, then there is no result 
to return (Line 1 of Spatial-Crack). Otherwise, it will check if the 
node n is not a leaf node and if it has not been cracked before (Line 
2); if this condition is true, then the Adjudicate-Unindexed-Objects 
procedure is called for node n (Line 3 of Spatial-Crack). The 
purpose of this procedure, which will be described below, is to 
transfer all the unindexed objects of n to either one of the four sub-
quadrant children of n or to n’s own indexedObjects list. After the 
adjudication of the unindexed objects of n, this node is marked as 
cracked (Line 4). Then, all the elements in indexedObjects are 
added to the result set (Line 6). After this, the procedure Spatial-
Crack is called recursively on all the children of n that have been 
allocated (there are at most 4 children). 

The Adjudicate-Unindexed-Objects procedure receives as input 
a DynQuadtree node n and then iterates over all the unindexed 
objects of this node. For each of these objects o, it will compute the 
Minimum Bounding Rectangle (MBR) (Line 1) and then find out 
which of the sub-quadrants of n completely contains this MBR 
(Line 3). If a quadrant contains this MBR, then, if needed, it 
allocates a new node corresponding to quadrant, and then o is 
transferred from n’s unindexedObjects list to quadrant’s 
unindexedObjects list (Lines 7 and 8). If no quadrant completely 
contains this MBR, then o is assigned to n’s indexedObjects list 
(Line 11). Once every unindexed object of n has been adjudicated, 
then the unindexedObjects list of n is cleared (Line 14). 

Figure 3 presents a step-by-step example of how the cracking 
procedure answers a range query with a DynQuadtree. Figure 3a 
shows the MBRs of 8 objects (o1 to o8), a spatial query window 
identified by a dashed red line, and a cross named L1 denoting the 
origin of the Cartesian plane; this cross also delineates the four 
quadrants of the top-most level of the whole space and is associated 
with the top-most node of the DynQuadtree. Since no query has 
run, no object has been indexed and the L1 node is marked as having 
all objects in its unindexed list and is marked as not cracked. 

Figure 3b shows the next state of the DynQuadtree after 
cracking its top-most node; this is denoted by separating all the 
quadrants of the top-most level with their boundaries. Objects o4, 
o5, o6, and o8 have been removed from the unindexed list of L1 and 
have been assigned to the top-right sub-quadrant L22, while object 

 
Figure 3. Step-by-step example of how to answer a range query using a DynQuadtree. (a) This figure shows the MBRs of the objects and the   
query window before any cracking. (b) State of the DynQuadtree after cracking the top-most node, L1. (c) State of the DynQuadtree after 
cracking both the top-most node, L1, and the only sub-quadrant, L22, that intersects with the query window. 
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o7 has been removed from the unindexed list of L1 and assigned to 
the unindexed list of sub-quadrant L24, and similarly with object o1 
and o2 and their respective sub-quadrants L21 and L23. Object o3 has 
been assigned to the indexed list of L1 because its MBR intersects 
with the axes of this node and is also added to the candidate set of 
the query. Since the query window does not intersect with 
quadrants L21, L23 and L24, then all the objects in those quadrants 
cannot form part of the query result set. 

 Figure 3c shows the step of the DynQuadtree that follows the 
one illustrated in Figure 3b when processing the same query. In this 
figure, we see that since the query window intersects with only 
quadrant L22, then this quadrant is further cracked into sub-
quadrants L221, L222, L223 and L224. Then, the objects in quadrant L22 
that do not intersect with the axes of quadrant L22 are removed from 
its unindexed list and added to their respective sub-quadrant’s 
unindexed lists. After cracking is done, the query returns the 
candidate set {o3, o5, o6}, which contains the true answer o6. 

3.3 FastDynQuadtree 
As explained in Section 3.2, when a new query is issued, the 

DynQuadtree cracks not only the top-most uncracked index node 
that intersects with the spatial extent of the query, but also all the 
descendants of the said node. This recursive cracking of descendant 
nodes constitutes additional work that could affect query execution 
times. This raises the question of whether this additional cracking 
of descendant nodes is beneficial. In order to answer this question, 
we propose in this section a second spatial cracking algorithm, the 
FastDynQuadtree, which cracks only the top-most uncracked index 
node and not its descendants. 

The pseudo-code of FastDynQuadtree is presented in Figure 4. 
This algorithm works very similarly to DynQuadtree’s except for 
two differences. The first of the differences lies in Line 5 of the 
Fast-Spatial-Crack procedure, which ensures that once a query 
leads to the cracking of a node n in a FastDynQuadtree, no other 
descendant node of n is cracked while processing that query. The 
second difference is in the adjudication of unindexed objects, which 
for the FastDynQuadtree is done with the Adjudicate-And-Filter-
Unindexed-Objects procedure. This latter procedure differs from 
DynQuadtree’s counterpart in Lines 3–5, where the adjudication of 
the objects is done simultaneously with the selection of elements 
that will belong to the result set. 

Figure 3 also illustrates how a FastDynQuadtree answers range 
queries. The first two steps, illustrated in Figure 3a and Figure 3b, 
are common to both algorithms. The difference between them lies 
in that once the FastDynQuadtree has cracked its top-most node L1, 
the latter algorithm returns the candidate result set without further 
cracking node L22. This can be done because when cracking L1, 
FastDynQuadtree scans through all the elements in L1, and in doing 
so, it is able to determine which of those elements belong to the 
candidate set. 

4. EXPERIMENTAL ANALYSIS 
In this section we present an experimental evaluation of our 

proposed algorithms and a comparison against a competing non-
cracking technique. 

Procedure Fast-Spatial-Crack (Node n, Window query, Set 
result) 
Retrieves a candidate set result containing the objects in the 
node n whose spatial extents intersect with the window query 
and cracks n using query 

1. if query intersects n.getMBR() then return end if 
2. if n.level ≠ 0 and not n.isCracked then 

3.     Adjudicate-And-Filter-Unindexed-Objects(n, query,  
                                                                         result) 

4.     n.isCracked ← true 
5.     return // Difference with DynQuadtree 
6. end if 
7. result ← result ∪ n.indexedObjects 
8. if n.level = 0 then return end if 
9. for i in [1, 2, 3, 4] do 

10.     if n.children[i] is not null then  
11.         Fast-Spatial-Crack(n.children[i], query, result) 
12.     end if 
13. end for 

 
 

Procedure Adjudicate-And-Filter-Unindexed-Objects (Node 
n, Window query, Set result) 
Assigns all unindexed objects that are provisionally assigned to 
node n to either one of the four children of n or to n’s own 
indexed objects list 

1. for each object o in n.unindexedObjects do 
2.     env ← o.getMBR() 
3.     if query intersects env then // Difference with DQT 
4.         result ← result ∪ {o} 
5.     end if 

6.     // Finds the sub-quadrant of n whose MBR wholly  
    // contains env 

7.     quadrant ← containingSubQuadrant(n, env) 
8.     if quadrant is not null then 

9.         // Allocate a new node c (a child node of n)  
        // corresponding to quadrant, if needed 

10.         c ← getNode(quadrant) 
11.         c.unindexedObjects ← c.unindexedObjects ∪	{o}                
12.     else 

13.         // env is not entirely contained in any sub-quadrant  
        // of n, so it is added to n’s own indexed objects 

14.         n.indexedObjects ← n.indexedObjects ∪	{o} 
15.     end if 
16. end for 
17. n.unindexedObjects ← ∅ 

 
 

Procedure Process-Queries (Set objects, List queries) 
Builds a new FastDynQuadtree from the set objects and for each 
query it finds all elements in objects whose extents are contained in 
query 

1. I ← new FastDynQuadtree() 
2. I.unindexedObjects ← objects 
3. for each query in queries do 
4.     result ← I.Fast-Spatial-Crack(query) 
5. end for 

 
 
Figure 4. Pseudo-code of the FastDynQuadtree Algorithm 
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4.1 Hardware and Software 
The experiments described in this work were conducted on an 

Ubuntu 18.04 workstation equipped with two Intel Xeon Gold 6136 
chips running at 3 GHz. Each of these chips has 12 cores. The 
machine has 128 GB of DDR4 RAM. We implemented all these 
algorithms using C++14 and compiled them using g++ with –O3 
optimizations. 

4.2 Datasets and Query Workloads 
In this work we use a real-life dataset from Open Street Maps 

(OSM) [31] containing 200 million points in the world, and a 
synthetic dataset with 1.9x107 points that were drawn from a two-
dimensional random uniform distribution in the range [-5,000, 
5,000] for both x and y coordinates. 

In this work we propose the random shopper synthetic workload 
in order to evaluate the spatial database cracking techniques. The 
idea of this synthetic workload is to simulate a researcher’s 
exploration of a spatial dataset: the researcher investigating a new 
dataset tends to begin by querying an initial region of interest. Then, 
spatial queries in the vicinity of that first query are issued for a 
while until the researcher decides to explore another distant region. 
The random shopper synthetic workload is defined through the 
following stochastic process. The first query window has its width 
randomly generated from a uniform distribution and its height is 
determined so that the query window has a given selectivity. With 
probability Lambda another random query window is generated in 
the vicinity of the previous query and with probability 1 – Lambda 
another random query window is generated with uniform 
probability anywhere in the space. Random shopper workloads also 
have an additional parameter called PercentOverlap, which is a 
measure of how much the spatial extents of consecutive queries in 
the same area overlap. For example, if Lambda = 0.2 and 
PercentOverlap = 0.5, then these parameter values indicate that 
once we issue a spatial query, there is a probability Lambda = 0.2 
that the next query will remain close to the previous one, and if so, 
that next query will have a spatial extent that overlaps 50% with the 
extent of the previous query. 

4.3 Performance Measures 
In these experiments we use the following performance 

measures: the individual query response time, the cumulative query 
response time, and the total execution time of all queries. The 
(average) individual query response time is measured from the 
moment when the query is issued until the result set is returned. The 
(average) cumulative query response time of the ith query is the sum 
of individual query execution times of all queries preceding the ith 
query. The (average) total execution time is the time elapsed from 
the moment when the first query is issued until the result set of the 
last query in the sequence is returned. Because each query is 
executed 20 times, then, instead of reporting the results for each 
individual run, we report the average individual, cumulative and 
total query response times of these 20 executions. 

Table 1 lists the parameters of the experimental studies 
conducted in this paper, their ranges and default values. We studied 
the impacts of each of these parameters on the performance 
measures. To study the impacts of a parameter, we varied the value 

of that parameter along its range of values while fixing all the other 
parameters at their default values. 

4.4 Experimental Results 
In this section we present the results of the experiments 

performed when comparing the Quadtree against the two spatial 
cracking algorithms for quadtrees introduced in this paper, 
DynQuadtree and FastDynQuadtree. 

4.4.1 Impact on the Individual Query Response Time 
Impact of the query sequence. Figure 5a shows the individual 

query response time in milliseconds as a function of the query 
sequence number for the FastDynQuadtree, the DynQuadtree and 
the Quadtree algorithms. The query sequence number is the index 
of a query in the list of queries issued. For example, the first query 
issued has a query sequence number of 0, the second query has a 
query sequence number of 1, and so on. In this experiment, we have 
used the synthetic dataset with 1.9x107 points, a selectivity of 10-4 
and a uniform random workload. 

 In this same figure, we observe that, as expected, all three 
algorithms spend a significantly longer time processing the first 
query than any other query in the sequence. The reason for this is 
that in the case of the Quadtree, and because of the constraint that 
there is not enough idle time for processing before the first query 
arrives, the index needs to be built before the first query and this 
index construction time accounts for almost the totality of the 
response time of the first query. In the case of both DynQuadtree 
and FastDynQuadtree, the first query has to adjudicate all the 
elements of the dataset to one of the initial four quadrants, which 
requires a single scan through the whole dataset. Therefore, the 
wide gap (11.4X or an order of magnitude) in the first query 
response times between the cracking algorithms and the non-
cracking one exists because the time spent scanning the dataset 
(around 1.6 seconds) is significantly shorter than the time spent 
building a quadtree (18.3 seconds). After the first query, the 
quadtree spends an almost negligible amount of time processing 
any of the subsequent queries (0.5 milliseconds), which is the 
average time spent traversing the quadtree from the root to the 
bottom of the tree. On the other hand, the query response times of 
FastDynQuadtree and DynQuadtree for all the subsequent queries 

Table 1. Experiment Parameters 
Name of the 
Parameter Range of Values Default 

Value 
Dataset size  

(Num. of elements) 1.9x107 and 2x108 1.9x107 

Selectivity 1x10-4, 1x10-3, 1x10-2, 1x10-1 1x10-4 

Workload Uniform random, random 
shopper 

Uniform 
random 

Num. of queries 1,000 and 2,000 2,000 
 Num. of runs per 

query 20 20 

Percent Overlap 
(random shopper 

queries) 
0.1–0.9 0.5 

Lambda  
(random shopper 

queries) 
0–0.8 0.2 
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decrease. This is expected because no other query, except the first, 
has to scan the complete dataset. 

Another observation that can be made from Figure 5a is that the 
query response times of the Quadtree exhibit a much smaller 
standard deviation along the query sequence than the query 
response times of FastDynQuadtree and DynQuadtree. This is 
because the cracking algorithm’s query response times are strongly 
correlated, with a correlation of 0.81, with the number of elements 
adjudicated during the execution of each query. Indeed, by looking 
at Figure 5d and Figure 5e, which plot the number of elements 
adjudicated (this is the number of objects scanned in Line 1 of the 
Adjudicate-And-Filter-Unindexed-Object function of both 
cracking algorithms in Figure 2 and Figure 4 and is referred to as 
“number of elements touched” in the figures), by DynQuadtree and 
FastDynQuadtree as functions of the query sequence, we see that 
both plots have a very similar distribution. The number of 
adjudicated elements decreases with the query sequence because as 
more uniformly distributed queries arrive, the number of un-
cracked quadrants in the cracking algorithms decreases. 

Figure 6a shows the impact of the query sequence on the query 
execution time when using the synthetic dataset and random 
shopper queries. The results showed in this figure are similar to the 
ones observed in Figure 5a, except for two things. One, both 
DynQuadtree and FastDynQuadtree converge faster with random 
shopper queries (Figure 6a) than with random uniform queries 
(Figure 5a), which is expected because random shopper queries 
have greater probability of remaining in a given locality for some 

time than random uniform queries. Two, the performance gap 
between the two cracking algorithms is smaller for random shopper 
queries (Figure 6a) than with random uniform queries (Figure 5a); 
this is due to the fact that DynQuadtree does greater cracking work 
than FastDynQuadtree, so if queries remain in the same area longer 
(as is the case for random shopper queries), then this work is better 
exploited for improving the performance of future queries. Unlike 
the cracking techniques, the Quadtree does not show any significant 
differences in its performance between the two workloads. 

4.4.2 Impact on the Cumulative Query Response 
Time 

Impact of the query sequence. Figure 5b shows the cumulative 
query response time in milliseconds as a function of the query 
sequence for all algorithms. In this experiment, we have used the 
synthetic dataset with 1.9x107 points, a selectivity of 10-4 and a 
uniform random workload. 

In Figure 5b, we observe that on one hand the cumulative query 
response time of the Quadtree begins at around 17 seconds and then 
grows very slowly as more queries are processed. This is an 
expected behavior because the Quadtree has to construct its index, 
a process that takes 17 seconds, and then each successive query 
contributes a very small additional amount to the overall 
cumulative query response time. The cracking algorithms, on the 
other hand, have cumulative query response times that begin under 
5 seconds, and then grow quicker during the initial queries. This is 
because the initial queries have to adjudicate a much larger number 

 
Figure 5. This figure illustrates the results of the experiments performed using the synthetic dataset and uniformly random queries. (a) Impact 
of the query sequence on the average query execution time for all three algorithms. (b) Impact of the query sequence on the cumulative query 
execution time for all three algorithms. (c) Impact of the query selectivity on the total execution time of all queries for all three algorithms. 
(d) Impact of the query sequence on the number of elements touched when using the DynQuadtree algorithm. (e) Impact of the query sequence 
on the number of elements touched when using the FastDynQuadtree algorithm. 
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of objects than the later queries. Then, as the query sequence 
progresses, the individual query response times decrease, which is 
reflected in a smaller growth rate for the cumulative query response 
times. We observe from this figure that after 2,000 queries, the 
cumulative query response time of DynQuadtree is around 12 
seconds, which is 60% of the cumulative query execution time of 
the Quadtree (18 seconds), while the cumulative query response 
time of FastDynQuadtree is around (9 seconds), which is 50% of 
the cumulative query response time of the Quadtree. 

Figure 6b shows the impact of the query sequence on the 
cumulative query execution time when using the synthetic dataset 
and random shopper queries. This figure displays the same 
behavior observed when discussing Figure 6a: the gap between the 
two cracking algorithms is narrower for random shopper queries 
than for uniform random ones, while the Quadtree seems barely 
unaffected by the difference in the query workloads. 

Impact of the selectivity. Figure 5c shows the impact of the 
selectivity in the total execution time (measured since the moment 
when the first query is issued, until the query result set of the 2,000th 
query is returned) in seconds for all algorithms. In this figure we 
observe that there seems to be no substantial difference in the total 
execution time for selectivity values of 10-4 and 10-3, but when 
comparing the results between using a selectivity of 10-2 and a 
selectivity of 10-1, the total execution time increases by almost an 
order of magnitude for both algorithms, which is not surprising 
since now the query result sets are significantly bigger for a 
selectivity of 10-1 than for a selectivity of 10-2. The selectivity 
seems to impact both cracking algorithms equally. This same 
behavior can also be seen in Figure 6c, which shows the impact of 
the selectivity on the total execution time when using the synthetic 
dataset and random shopper queries. 

Impact of Lambda on the total execution time. Figure 7a 
shows the impact of Lambda on the average total execution time of 
each of the competing algorithms for 2,000 random shopper queries 
on the Random dataset. The standard error of the mean estimate 
using 20 runs for both DynQuadtree and FastDynQuadtree is at 
most 8 ms, while that of the Quadtree is at most 31 ms, all of which 
are negligible. For this reason, the standard errors are not shown. 

In Figure 7a, we observe that on the one hand the parameter 
Lambda seems to have no impact on the total average total 

execution time of the Quadtree. This is because the execution time 
of range queries in Quadtrees has small sensitivity in terms of the 
location of the queries. On the other hand, both DynQuadtree and 
FastDynQuadtree have their total execution times affected by a 
factor of almost 4X when varying Lambda from 0 to 0.8. Since 
Lambda is the probability of teleportation, i.e., the probability of 
generating a new random query with uniform distribution across 
the whole space, then smaller values of Lambda (i.e., smaller 
teleportation probabilities) lead to a partitioning of the query 
sequence into consecutive sub-sequences such that the queries in 
each sub-sequence are all in the same vicinity, but queries 
belonging to different sub-sequences are far from each other. In this 
case, both the DynQuadtree and the FastDynQuadtree algorithms 
make better use of the work done while cracking because the 
majority of the queries within sub-sequences can exploit the work 
done for the first queries in each sub-sequence. On the other hand, 
with larger values of Lambda (i.e., larger teleportation 
probabilities), the work done by cracking a given query is likely not 
going to benefit many immediately subsequent queries because the 
latter will be located in other uncracked regions. 

Figure 7a also suggests that FastDynQuadtree is slightly more 
sensitive to this parameter than DynQuadtree (3.4X vs. 4X the total 
execution time for Lambda equal to 0 vs. Lambda equal to 0.8). 
This is because for every query, DynQuadtree spends more time 
than FastDynQuadtree cracking all the nodes that intersect with the 
spatial extent of the query, so when Lambda is closer to 1, that work 
is wasted because subsequent queries will highly likely teleport to 
another spatial region. This observation explains why the 
performance gap between FastDynQuadtree and DynQuadtree 
widens with larger Lambda values. 

Impact of Percent Overlap on the total execution time. Figure 
7b shows the impact of Percent Overlap, a parameter of random 
shopper queries, on the average total execution time of each of the 
competing algorithms for 2,000 queries on the synthetic dataset.  

In Figure 7b, it can be observed that both FastDynQuadtree and 
DynQuadtree have average total execution times that show 
sensitivity in terms of the Percent Overlap of random shopper 
queries. The larger the value of this parameter, the narrower the 
performance gap between these two algorithms. The reason for this 
phenomenon is that when subsequent queries have small overlap, 

 
Figure 6. This figure illustrates the results of the experiments performed using the synthetic dataset and random shopper queries. (a) Impact 
of the query sequence on the average query execution time for all three algorithms. (b) Impact of the query sequence on the number of elements 
touched by the DynQuadtree algorithm. (c) Impact of the query selectivity on the total execution time of all queries for all three algorithms. 
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DynQuadtree performs more work than FastDynQuadtree while 
cracking the first of the queries in this sub-sequence, a work that is 
not exploited by the following queries, which is not the case of 
FastDynQuadtree. Regarding the Quadtree, our experiments 
suggest that this parameter does not have a significant impact on 
the performance of this algorithm. 

4.4.3 Experiments on a Real-World Dataset 
In the experiments described in this section, we use the World 

dataset, a real-world dataset derived from all the points in Open 
Street Maps (OSM) [31]. This derived dataset contains 200 million 
points and has been used in previous works [6] for studying the 
performance of Big Spatial Analytics systems. Just as in the 
experiments described in the previous sections, the query 
workloads were generated according to either a uniform spatial 
distribution across the whole world, or according to a random 
shopper pattern, both of which were described in Section 4.2. 

Impact of the query sequence. Figure 8a shows the impact of 
the query sequence on the cumulative query execution time of all 
three competing algorithms when using a uniformly random 
workload on the World dataset, while Figure 8b shows the results 
of the same experiment when using random shopper Queries. In 
both figures it can be seen that DynQuadtree and FastDynQuadtree 
produce results for the first query in 33% of the query execution 
time invested by the Quadtree (21 seconds vs. 62 seconds). This 
substantiates the primary advantage of the cracking approaches 
introduced in this work, which is to accelerate the exploratory data 
analysis stage of research by avoiding having to invest a large 
amount of time indexing the data before the first query. As seen in 

Figure 8a, this advantage over the Quadtree holds until around the 
11th query for DynQuadtree and until the 60th query for 
FastDynQuadtree when dealing with random uniform queries. The 
reason for this is that once the Quadtree index has been built, each 
query after the first one takes on average 50 milliseconds, while 
DynQuadtree and FastDynQuadtree take 94 and 100 milliseconds, 
respectively. The impact of this is that as queries arrive, the 
cumulative execution time of the Quadtree eventually catches up 
with the cumulative execution times of the proposed techniques, 
which is expected. 

Figure 8b shows that when using random shopper queries, the 
results are slightly better for our proposed techniques: it takes 
almost 105 queries for the Quadtree to catch up with DynQuadtree 
and FastDynQuadtree because now the average query execution 
times of the Quadtree, the DynQuadtree and the FastDynQuadtree 
algorithms are 48, 89 and 87 milliseconds, respectively.  

When comparing the results illustrated in Figure 8a and Figure 
8b, we observe that FastDynQuadtree has 8% faster cumulative 
query execution times than DynQuadtree for the first 200 queries 
when using random uniform queries (Figure 8a), and is 17% faster 
when using random shopper queries (Figure 8b). This improvement 
upon the results illustrated in Figure 8a is due to the fact that each 
random shopper query has a probability Lambda of remaining in 
the same locality as its immediately preceding query, thereby 
exploiting the cracking work invested previously. 

Another observation that can be made from Figure 8a and 
Figure 8b is that as queries arrive, later queries could have longer 
execution times than previous ones, and this holds for all the 
techniques compared in this study. There are two reasons for this. 
First, later queries might have larger query result sets than previous 
queries, and this is true regardless of the indexing technique used. 
Second, in the case of the DynQuadtree and FastDynQuadtree 
algorithms, later queries might fall in spatial regions that have not 
been previously cracked, thereby leading these algorithms to also 
crack the spatial region of the query. 

5. CONCLUSIONS AND FUTURE WORK 
This paper presented the first study in spatial database cracking 

for quadtree indexes. To this end, this work introduced the first 

 
Figure 7. This figure shows the results of the experiments 
performed using the synthetic dataset and 2,000 random shopper 
queries. (a) Impact of Lambda on the total execution time of all 
queries. (b) Impact of Percent Overlap on the total execution time 
of all queries. 
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Figure 8. Results of the experiments using the World dataset. (a) 
Impact of the query sequence on the cumulative execution time 
using random uniform queries. (b) Impact of the query sequence on 
the cumulative execution time using random shopper queries. 
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spatial cracking algorithms for quadtrees: the DynQuadtree and the 
FastDynQuadtree techniques. These algorithms perform a trade-off 
between the query response time of the current query and those of 
future queries. Their key idea consists in incrementally building an 
MX-CIF quadtree index on the data set by recursively partitioning 
only those quadrants that lie closest to the query region, with the 
hope that future queries will be able to take advantage of the 
indexing work done for the current query. In doing so, researchers 
that make use of spatial data can avoid having to wait until a spatial 
index on their dataset is fully constructed, which can take a long 
time, before issuing the first query, thereby speeding up the spatial 
exploratory analysis stage of their research. These proposed 
indexes also have the following desirable properties: (1) They adapt 
to the spatial distribution of the queries so that only those regions 
that are queried the most are indexed more precisely; (2) as the 
number of queries processed increases, these cracking indexes 
converge to quadtrees; (3) the final quadtree to which the proposed 
indexes converge is independent of the distribution queries.  

The experiments described in this paper showed that both the 
DynQuadtree and the FastDynQuadtree algorithms were able to 
reduce the query execution time of the first spatial query by a factor 
of 67% on a real-world dataset. Moreover, both techniques showed 
8% (DynQuadtree) to 17% (FastDynQuadtree) faster cumulative 
query response times for the first 200 queries than those of the 
Quadtree, while still preserving the advantage of being cracking 
indexes. Our experiments suggest that both proposed cracking 
algorithms have comparable performance in terms of query 
execution time. However, the FastDynQuadtree is preferable over 
the DynQuadtree when queries are not highly correlated in space. 

For future work, we intend to design, develop and study spatial 
cracking algorithms for other types of spatial indexes such as R-
trees and also study strategies that can be used to deal with spatial 
data that is severely skewed, which could have a negative impact 
on the query response time of spatial cracking algorithms. 
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